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1. We consider the data set fev.csv. We concluded in HW 1 that age is a likely confounder for the
association between smoking status and FEV. Perform an analysis to determine whether mean
FEV differs between smokers and nonsmokers, adjusted for age, among children aged 3-19. State
any assumptions you invoke in this analysis; use (and briefly comment on) diagnostic methods
to provide graphical justification for the reasonableness/unreasonableness of those assumptions.
Compare your conclusions from this problem to those you drew for the analysis you performed
in HW 1.

Ans: Based on this analysis, we estimate the difference in mean FEV between subgroups of the
same age but differing in their current smoking status to be 0.209 L, with current nonsmokers
having the higher estimated mean. Based on the 95% confidence interval, these data would
not be considered surprising if the true mean difference were between and 0.00909 L lower and
0.427 L higher in nonsmokers. This study fails to provide sufficient evidence to reject the null
hypothesis of no age-adjusted association between smoking and mean FEV (p = 0.060).

We relied on the assumptions of independent errors and linearity (i.e., E[εi∣smoke,age] = 0). We
can evaluate potential violations to linearity with predictor-versus-(studentized) residual plots.
The LOWESS smoother deviates slightly from the line y = 0 for higher values of age; however,
since the data are sparse in this range, it is hard to get too worried about this as graphical
evidence of a seriously egregious violation. Note that we are not able to evaluate independent
errors at this point, but instead rely on the context of the sampling scheme to inform us as
to whether such an assumption is reasonable. For instance, if we found out that there were a
number of people in the data set who were siblings, that might cause us to worry.

In HW 1, we found strong evidence that mean FEV among current smokers was larger than
among current non-smokers; after having adjusted for age, our point estimate faces the opposite
direction (a more intuitive result, even if we do not achieve statistical significance at the nominal
α = 0.05 level).



2. We again consider the FEV data set—as if we haven’t tortured it already (I make no apologies).
We concluded in HW 2 that the curvilinear relationship between height and FEV may be partly
due to the fact that FEV is a volumetric measure (and height is a one-dimensional measure).

(a) Provide a scatter plot with height3 on the x -axis and FEV on the y-axis. Particularly in
regards to the curvilinear nature of the relationship, how does this plot qualitatively compare
to the scatter plot you created in HW 2, problem 3(a)?

Ans: A scatterplot is shown below. Compared to the plot we generated for HW 2, problem
3(a), the LOWESS smoother in the scatterplot of FEV and height3 appears very close to
linear.

(b) Perform an analysis to determine whether there is an association between height and mean
FEV in children aged 3-19, using height3 as the predictor.

Ans: We estimate the difference in mean FEV between subgroups whose cubed-heights dif-
fer by 1 inch3 to be 0.0000120 L, with the taller group having the higher estimated mean.
Based on a 95% confidence interval, this estimate would not be considered surprising if in
truth the mean were between 0.0000114 L and 0.0000126 L higher for the taller subgroup.
These data provide strong evidence to suggest that the mean FEV between the groups are
not equal (p < 0.001).

(c) Perform an analysis to determine whether there is an association between height and mean
FEV in children aged 3-19, using height3 as the predictor, and adjusting for age.

Ans: We estimate the difference in mean FEV between same-age subgroups whose cubed-
heights differ by 1 inch3 to be 0.0000101 L, with the taller group having the larger mean.
Based on a 95% confidence interval, this estimate would not be considered unusual if in
truth the mean were between 0.00000917 L and 0.0000110 L higher for the taller subgroup.
These data provide strong evidence to suggest that the age-adjusted difference in mean FEV
between groups differing by one unit in height cubed are not equal (p < 0.001).



3. We will use the data set mri.csv to learn about FEV in an adult population.

(a) Consider a “demographics” multiple linear regression model that includes age, gender, and
race category. Write down the regression model; provide the interpretation for each of its
(six) coefficients.

Ans: The regression model can be written as:

E[FEV∣Age,Male,Race] = β0 + β1Age + β2Gender + β31(Race = Black)

+ β41(Race = Asian) + β51(Race = Other).

Based on this model, the coefficients can be interpreted as follows:

• β0: Mean FEV among white female newborns.

• β1: Difference in mean FEV comparing subgroups of the same gender and race, but
differing in age by one unit.

• β2: Difference in mean FEV comparing males to females of the same age/race.

• β3: Difference in mean FEV comparing black and white individuals of the same age/race.

• β4: Difference in mean FEV comparing Asian and white individuals of the same age/race.

• β5: Difference in mean FEV comparing those in a race category other than white, black,
or Asian to white individuals of the same age/race.

(b) Write down a hypothesis test in terms of the parameters of your model from part (a) that
tests the association between race category and mean FEV (adjusted for age and gender).
Conduct the test and summarize its results in a sentence (you do not need to report all the
estimated coefficients and their respective confidence intervals).

Ans: In terms of the model coefficients, we would test the hypothesis H0 ∶ β3 = β4 = β5 = 0
against H1 ∶ (not H0). Based on a robust F -test, there is not sufficient evidence of an (age
and gender-adjusted) association between race and mean FEV (p = 0.517).

(c) Form a prediction interval for FEV among 75 year old Asian males, stating any assumptions
you invoke and using diagnostic tools to evaluate the extent to which those assumptions are
reasonable.

Ans: The predicted value is given by:

ŷ = β̂0 + β̂1 × 75 + β̂3

= 4.04917 − 0.029186 × 75 + 0.69744 − 0.022895 = 2.534765.

The root MSE is given by 0.57335 based on the Stata output. Therefore, the 95% prediction
interval is given by:

ŷ ± z1−α/2σ̂ = 2.534765 ± 1.96 × 0.57335 = [1.41,3.66].

The validity of this prediction interval depends upon a correct mean-model (linearity), as well
as homoscedastic, normally distributed errors. We can assess all three of these to an extent
with with (three) predictor-versus-(studentized) residual plots, and we can assess normality
of errors perhaps a bit more easily with a quantile-quantile plot of the studentized residuals.



The LOWESS smoothers appear close to the line y = 0; these plots do not provide compelling
graphical evidence of linearity violations. They do suggest heteroscedasticity; this is most
clearly revealed by examining the variance of the residuals between genders and across resid-
uals. The quantile-quantile plot (lower-right corner) suggests a moderate departure from the
assumption of normality, as evidenced primarily by the left tail.

(d) Perform an analysis to determine whether there is an association between age and geometric
mean FEV, adjusting for gender and race category.

Ans: We perform an analysis to evaluate whether groups of the same gender/race differing
in their age by one year have different geometric means. This study provides evidence of
this (p < 0.001). We estimate that the subgroup with the higher age has an estimated 1.45%
lower geometric mean FEV; based on a 95% confidence interval, this estimate would not be
deemed atypical if in truth the older subgroup had a geometric mean FEV anywhere between
0.974% and 1.93% lower than the younger group. If you had decided to work with geometric
mean ratios, your estimate would be 0.985; 95% CI: [0.981, 0.990].

4. The REACH study, as you are no doubt familiar with by now, was a randomized controlled trial
conducted to evaluate whether a text-message based intervention (REACH) could reduce A1c in
a population of patients with uncontrolled diabetes. A secondary measure of interest included
the SDSCA (summary of diabetes self-care activities measure), which is a measure of self-efficacy.
Load the data set reach.csv.

(a) Perform an (unadjusted) analysis to evaluate whether receiving REACH has an effect on
mean SDSCA six months post-baseline, relative to control.

Ans: This study provides evidence of a difference in mean six-month SDSCA between those
receiving REACH vs. control (p < 0.001). We estimate the mean difference to be 0.871
units, with REACH having the higher estimated mean; based on a 95% confidence interval,
this estimate would not be judged atypical if the true difference were between 0.622 and 1.12.



(b) Repeat problem (a), this time adjusting for baseline SDSCA. Compare your results to those
from part (a). What is the major advantage of adjustment for baseline SDSCA in this situ-
ation?

Ans: These data provide evidence of a difference in mean six-month SDSCA between sub-
groups of the same baseline SDSCA, differing in whether they received REACH (p < 0.001).
We estimate the difference in means to be 0.914 units, with the REACH group having the
higher estimated mean; based on a 95% confidence interval, this estimate would not be
judged atypical if the true mean difference were between 0.671 and 1.16 units.

Since SDSCA at baseline is correlated with SDSCA at six months, and is unassociated with
treatment, we may choose to adjust for baseline SDSCA for the purpose of increased preci-
sion (i.e., reducing the variability associated with estimating our desired treatment effect).
The correlation is admittedly somewhat low (r = 0.262); see scatterplot below.

(c) Write down a linear regression model that could be used to determine whether baseline SD-
SCA modifies the effect of REACH on mean six-month SDSCA. This model should contain
four coefficients; provide an interpretation for each of them.

Ans: The regression model can be written as:

E[SDSCA6∣REACH,SDSCA0] = β0 + β1SDSCA0 + β2REACH + β3REACH × SDSCA0.

Based on this model, the coefficients can be interpreted as follows:

• β0: mean six-month SDSCA among control group with baseline SDSCA of zero.

• β1: difference in mean SDSCA at six months comparing control subjects differing in
their baseline SDSCA by one unit.

• β2: difference in mean SDSCA at six months comparing REACH to control, both having
baseline SDSCA of zero.

• β3: difference in the effect of REACH on mean six-month SDSCA relative to control,
comparing subgroups differing in their baseline SDSCA by one unit.



(d) Perform a hypothesis test based on the model you proposed in part (c) to determine whether
baseline SDSCA modifies the effect of REACH on mean six-month SDSCA.

Ans: There is sufficient evidence of an interaction between baseline SDSCA and the effect
of REACH on mean six-month SDSCA (p < 0.001). Comparing subgroups of individuals
differing in their baseline SDSCA by one unit, we estimate that the group with the higher
baseline SDSCA has a 0.444 unit lower mean difference in six-month SDSCA (REACH minus
control). Based on a 95% confidence interval, this estimate would not be judged unusual if
the true difference-in-differences were between 0.235 and 0.652 units.

(e) Use the model you fit in part (d) to obtain a point-estimate the effect of REACH among
individuals having a baseline SDSCA of 7.0. Then, propose a re-parameterized model and
estimate it to obtain a point estimate and 95% confidence interval for the effect of REACH on
six-month SDSCA among patients with a baseline SDSCA of 7.0 (Hint : Consider centering
the baseline SDSCA variable appropriately).

Ans: We estimate the effect as β̂1 + β̂3 × 7 = 3.736006 − 0.443796 × 7 = 0.629. When we
center baseline SDSCA at 7 units, we see this value as one of the coefficients in our output,
but now for free we get an interval estimate (95% CI: [0.400, 0.859]) and a p-value (p < 0.001).

(f) Perform an analysis to determine the effect of REACH among subjects with a baseline SD-
SCA of at most 7.0, adjusting for baseline SDSCA.

Ans: Comparing individuals in this sub-population of the same baseline SDSCA, we esti-
mate that individuals receiving REACH have an estimated 0.996 higher six-month SDSCA
as compared to those receiving the control. Based on a 95% confidence interval, these data
would not be deemed atypical if in truth the mean difference were between 0.675 and 1.32.
These data provide sufficient evidence to suggest that the treatment effect is nonzero in this
sub-population (p < 0.001).

(g) Write down a linear regression model that could be used to determine whether there is a
three-way interaction between REACH, gender, and baseline SDSCA, and interpret the co-
efficient corresponding to that three-way interaction term. Fit this model and report the
point estimate and 95% confidence interval for that interaction term.

Ans: A model that could be used for this purpose is as follows:

E[SDSCA6∣REACH,Gender,SDSCA0] = β0 + β1REACH + β2Gender + β3SDSCA0

+ β4REACH × Gender + β5REACH × SDSCA0

+ β6Gender × SDSCA0 + β7REACH × Gender × SDSCA0.

We seek to interpret the parameter β7. There are a few ways to interpret it (recall the
symmetry of interpretation for interaction terms), but the most sensible one is as follows:
β7 corresponds to the extent to which effect modification (meaning, the amount baseline
SDSCA modifies the effect of REACH) differs between men and women.



This difference-in-difference-in-differences of means is estimated to be 0.304 units, with the
men being estimated to have a larger extent of effect modification. Based on a 95% confi-
dence interval, these data would not be judged unusual if in truth the magnitude of effect
modification were between 0.112 units lower and 0.719 units higher in men. These data
do not provide sufficient evidence of a three-way interaction between REACH, gender, and
baseline SDSCA (p = 0.152).

(h) All subjects in the REACH group received the text-message based intervention, but a subset
of them received additional family-based coaching (FAMS). Perform an analysis to determine
whether FAMS has an additional effect on mean six-month SDSCA beyond that of REACH
alone, adjusting for baseline SDSCA.

Ans: These data do not provide sufficient evidence of an effect of FAMS beyond that of
REACH (p = 0.633). We estimate that subgroups of the same baseline SDSCA, each receiving
REACH, but differing in whether or not they received FAMS, differ in their mean six-month
SDSCA by 0.639 units, with the FAMS group having a higher estimated SDSCA. Based on
a 95% confidence interval, this estimate would not be deemed unusual if in truth the mean
were anywhere between 0.199 units lower and 0.327 units higher for the FAMS group.


